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Abstract 

Collecting, storing and archiving data are well understood processes. However, it is not trivial do decide, in which 
form and how much of the data should be presented to the user. More is not always better. The purpose of this con-
tribution is to present a new way to focus on the basic need for simple answers to simple queries. In this paper three 
query-patterns are described, which help to reduce the information flood and enhance the usability. The amounts of 
point data we talk about are rather large for geo-data processing, in particular they are very large in terms of human 
perception. It is found that the presented patterns can reduce the amount of data by several orders of magnitude by 
focusing on areas and species of particular interest.  

1. Introduction 

The idea for this contribution stems from the experience in the Data Centre Nature and Landscape (DNL) 
conducted at the Swiss Federal Institute for Forest, Snow and Landscape (WSL) in Switzerland. Over a 
virtual data centre many data sources were connected offering the user a plethora of data, e.g. 500’000 lo-
cations of fungi, 400’000 locations of plants. For human perception even a list of a few hundred entities or 
a map showing 1’000 points of interest exceeds the capacity. It is technically possible to display this data 
in GIS-maps together with other thematic maps. No doubt some users are really interested in all the data 
and exploring it from there. For most users this flood of data is just irritating not mentioning the slow sys-
tem response to such large amounts of data that need to be processed, if offered in less powerful systems, 
such as Web-GIS. According to our experience, both the amount of data and its complexity need to be re-
duced for Web-GIS applications. Which is then also a real service for the user. The question arises: How 
can large amounts of point data be presented, so that the users get simple, comprehensible answers for 
simple queries. Techniques from cartographic generalization as used to produce maps of different scale 
emphasize significant information while neglecting less important information. We assume, however, that 
every point data item is potentially equally significant unless indicated otherwise by the user. Thus carto-
graphic generalization techniques cannot be applied. We rather focus on using inherent semantics of the 
point data to filter the data and structure the results, both with constraints defined by the user and con-
straints imposed by the system.  
The visual information-seeking mantra summarizes the situation: Overview first, zoom and filter, then de-
tails-on-demand (Shneiderman 1996). This paper presents a set of basic patterns, i.e. queries and their so-
lutions, based on the information-seeking mantra (chapter 2) and a discussion of these patterns (chapter 3). 
The application to our data is demonstrated in a comprehensive example (chapter 4) which is also a case 
study of our work in progress. An outlook (chapter 5) concludes this paper. 

744

EnviroInfo 2010 (Cologne/Bonn)
Integration of Environmental Information in Europe

Copyright © Shaker Verlag 2010. ISBN: 978-3-8322-9458-8



 
 

 

 

1.1 Technically possible – but useful? 

How many choices can a user handle? Offering many possibilities to the user seems to be the major goal 
in many software development projects. Even though technically possible in high-performance database 
systems, users often have quite simple questions they expect to be answered by the system. They don’t 
care about all the other possibilities that are implemented in the system.  
Most computer users suffer from an ever growing complexity of systems and huge potentials they don’t 
even intend to use. Therefore simple solutions, which offer the right answers are very welcome. Not only 
the visualization becomes too complex for regular users, but also the analysis tools. As Andrienko et al. 
(2006) observed, exploratory data analysis, which requires the analyst or user to look at the data from dif-
ferent perspectives and scales normally exceeds the capacity of the analysts. 
It needs courage to implement simple solutions for simple problems. We propose a system with simple an-
swers to basic queries. Even though the data has a spatial component, the result must not always be a spa-
tial dataset. Depending on the users queries it can also be a simple list. For more sophisticated problems 
and further processing data and intermediate results shall be available for download. 

1.2 Data Processing: risk or gain? 

There are many tools available to process data. But technically possible processing does not always make 
sense to the domain specialist. Uncontrolled merging of heterogeneous data sets for further processing can 
lead to unexpected results, particularly to a dramatic loss of data quality. The same holds for uncontrolled 
exploration of data sets, which can overemphasize weak points in the data acquisition and also leads to 
undesirable outcomes. 
The acceptance of data analysis tools cannot be taken for granted. Some specialists fear, that weaknesses 
in data acquisition or in the methodology might be exposed. Others fear, that the quality assessment of 
these highly sophisticated data sets becomes too complex to handle.  

There is a need for simple and safe processing steps, which yield simple answers to simple questions 
without getting the user involved in complex data quality issues. 

2. Patterns of basic geospatial queries 

A pattern is an archetype or a recurring solution to a common problem. The concept of design patterns 
originally stems from architecture and was made popular to the software engineering community by 
Gamma et al. (2001). We apply the concept of design patterns to common recurring problems in geo-
graphic information systems.  
We identify three basic patterns, which are used for processing large amounts of point data: Inventory, 
Localization and Distribution (see Table 1). The patterns are not designed for specialists looking for spe-
cific details and complex correlations, but rather for the basic users needs.  
The patterns presented here were developed for geospatial point data and polygon data, whereas our inter-
est lies in handling large amounts of point data. It is assumed that the polygons delineate spatial areas of 
common characteristics, such as e.g. biotopes . It is further assumed, that the point data is typed (attri-
buted) with specific characteristics, such as e.g. finding reports of rare species. When manually reducing 
the amount and complexity of point data, humans do automatically concentrate on inherent semantics, 
which provides a grouping-concept. In our case, the point data attribute ‘species’, carries inherent seman-
tics: the names of species (attribute values) can be interpreted as items in a biology taxonomy of genus, 
family and species and they may carry red list codes, which can also be used as grouping concepts. 
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2.1 Four Steps of the Patterns 

In Table 1 for the three patterns a short description is given and the four steps of the patterns are described 
below.  
1. Overview: The overview defines which information must be presented to the user in order to get 
started. Please note, that some constraints can apply already here. Only certain data will be offered to the 
user, meaning some complexity reduction will already be done by the system, the so called system con-
straints. System constraints define, which data will be visible for the user, e.g. instead of all plants availa-
ble in the database, only species of particular interest for the target community are offered for selection. 
2. Input (Zoom and Filter): The user further focuses on the data of interest. These are the so called user 
constraints. Depending on the pattern, the user can either further focus on point data attribute values (e.g. 
species) or on areas of particular interest. 
3. Process data: A typical geo-processing task is performed using the input from step 2.  
4. Output : All output will be generated both for display and for export.  
   4.a Display: For displaying the output is focused on the main features of interest.  
   4.b: Export: For export, the output will include more details. This can either be the actual spatial data 
(e.g. shape files) or very detailed lists. In the latter case (the user is interested in large amounts of results 
or very detailed information about the results), the exports can be used for further processing with external 
appropriate tools.  
There is a close relation of our patterns to the information-seeking mantra: Overview first, filter out unin-
teresting items, zoom (select items of interest) (Shneidermann 1996). The last item “details-on-demand” is 
not directly part of our patterns (see chapter 3).  

2.2 The Inventory-Pattern 

The Inventory-Pattern is a pattern to combine polygon and point data. All point data are yielded, which 
can be found in the given polygons. Depending on the size of polygons and the spatial distribution of  
the point data, the answer set can still be very large. Therefore, the output must be either a ranked list or 
well structured text. If the point data itself carries inherent semantics, this can be used to group and struc-
ture the output lists. 
1. Overview: The overview, is using the easy visually perception of a map, displaying the polygons.  
2. Input (Zoom and Filter): The zooming and filtering is done by selecting interactively one or more po-
lygons, possibly from different (thematic) layers, e.g. bogs and fens.  
3. Process Data: The processing step is carried out by the system performing a point in polygon operation 
using the inputs from step 2.  
4. Output: The output is a list, with point data that occur in the selected polygons. The amount of species 
can be very large and therefore the output must be grouped. For instance our point data are finding reports 
of rare plants and can be grouped by red list codes or by family or genus (inherent semantic). In the spe-
cial case of our data, we have also included sub-lists with decades of the reported findings (is also an 
attribute of the point data). 
Extended output: this pattern could be expanded by actually giving back the point data emerging from 
the point in polygon operation. These (a large downloadable spatial dataset) could then be used for further 
processing with external tools, if required. 
Reduction: Giving back a list with the species (a list of attribute values) and not all the point data, further 
being a structured list, is a way to simplify the overwhelming amount of single point data emerging from 
the point in polygon operation. This is the maximum simplification that can be done for meeting the users 
need: "knowing what kind of point data can be found in the polygons of interest". 
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Table 1: Three basic patterns with their 4 steps: overview, input, process data, output. 

Basic Patterns  Pattern 1 
Inventory  

Pattern 2 
Localization 

Pattern 3 
Distribution  

Description Get all point data 
attribute values (e.g. 
specie names) in a given 
polygon. 

Get all polygons where a 
specific attribute value of 
the point data can be 
found. 

Get a distribution of point 
data over space. 

Overview 
(step 1) 

Map of polygons (pos-
sibly from different lay-
ers).  

Thematic lists of attribute 
values (e.g. species, red 
lists) 

Thematic lists of attribute 
values (e.g. species, red lists) 

Input:  
zoom and filter 
(step 2) 

Select one or more po-
lygons. 

Select one or more point 
data attribute values. 

Select one or more point data 
attribute values. 

Process data 
(step 3) 

Apply “points in poly-
gons” operation and 
give back a list of spe-
cies.  

Apply “polygons contain-
ing points” operation.  

Generate density map.  

Output : visual-
ize and export 
(step 4) 

List with attribute val-
ues for given polygon(s)  
Display: list or text doc-
ument. Export: spatial 
point data set. 

Layer (shapes) with poly-
gons of selected species  
Display: map. 
Export: detailed list and 
spatial polygon data set. 

Layer (e.g. raster) with dis-
tribution of selected attribute 
values (e.g. species) 
Display: map. 
Export: spatial point data set 
of the selected points. 

2.3 The Localization-Pattern 

The Localization-Pattern is also a pattern which combines polygon and point data but the other way 
around compared to the Inventory-Pattern. All locations are yielded, where a certain kind (i.e. a specific 
attribute value) of point data can be found. It carries the risk of large answer sets in case the user looks e.g. 
for a common attribute value (e.g. wide-spread and often reported species). Therefore, the pattern should 
be applied with appropriate system restrictions, for instance only allow suitable attribute values for que-
ries. 
1. Overview: The overview will be a thematically grouped list of the available attribute values in the point 
data, e.g. a list of species names. The grouping is necessary as there are many different species (e.g. more 
than 2500 for plants, about 6000 for fungi, more than 1000 each for animals, bryophytes and lichen ). For 
the grouping the same concept can be used as in the Inventory-Pattern, by using inherent semantics, such 
as red list codes or, family or genus. Furthermore, the mentioned restrictions must already have been ap-
plied. This could be done by presenting a list with greyed out values for species occurring too often or by 
applying a warning "attention: occurs almost everywhere, the output could be very large".  
2. Input (Zoom and Filter): The zooming and filtering is done by the user selecting one (or more) 
attribute values from the selection list.  
3. Process Data: The processing step is carried out by the system performing a "polygon containing 
points" operation.  
4. Output: The output is a spatial layer with all the polygons presented in a map. 
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Extended Output: This pattern could be expanded by giving back a list of polygons, where the points of 
interest occur. A list is particularly of use if a large amount of polygons are given back, when selecting 
one of the attribute values with the warning. 
Reduction: The reduction of the data flood is done by system-constraints in step 1. There is no further 
reduction or grouping in step 4.  

2.4 The Distribution-Pattern 

The Distribution-Pattern is a pattern that only includes point data. The purpose is to give a possibility to 
display the available data, and not querying it with further polygon data.  
There are many different alternatives for distribution maps. We concentrate on distribution patterns with a 
raster output. The reason for using a raster is that we are dealing with large amounts of point data, and in-
tend to provide simple solutions with a useful output. We therefore suggest the use of the following two 
distribution patterns: a simple 'rasterized presence-absence map' and a more sophisticated 
'frequency/hotspot map' .  
Again it is the responsibility of system-architects to make sure, that only appropriate distribution maps can 
be generated. However, it is the user's responsibility to interpret the results correctly. Compared to the 
previous two patterns, the difference is, that none of the initial point data attribute values will be available. 
The output-information will be either present-absent or frequency with no relation to the original data. 
Therefore the following issues have to be taken into account and be implemented in the Pattern-Steps (see 
below): 

• sampling method (e.g. systematic sampling, reports by volunteers) 
• spatial characteristics (e.g. hot spots) 
• temporal characteristics (e.g. distribution for a given time interval) 
• processing method (how the distribution map was generated) 

 
The Distribution-Pattern starts like the Localization pattern:  
1. Overview: The overview will be a thematically grouped list of the available attribute values in the point 
data, e.g. a list of species names. The grouping is necessary as there are many different species (see Over-
view section of Inventory-Pattern in 2.2). For the grouping the same concept can be used as in the Inven-
tory-Pattern, by using inherent semantics, such as red list codes or, family or genus. However, depending 
on the kind of distribution map we do not have to include a further restriction on the amount of occur-
rences. If the output is a grid (gridded point map or a frequency map), the output will still be a grid which 
can easily be displayed, no matter how large the amount of data is that is represented in the grid. One of 
the two proposed distribution pattern (“rasterized presence-absence map” and “frequency/hotspot map”) 
can be selected.  
2. Input (Zoom and Filter): The zooming and filtering is done by the user selecting one (or more) 
attribute values from the selection list.  
3. Process Data: The processing step is carried out by the system calculating the one of the two available 
distribution operations “rasterized presence-absence map” and “frequency/hotspot map”.  
4. Output: The output is a grid of either a gridded point map or a frequency map, both in a grid with cells 
of 2x2km. (Decided by the data holder, in order not to trace back exactly where rare protected species can 
be found) 
Extended Output: This pattern could be expanded by giving back the actual point data selected in Step 2. 
These (a large downloadable spatial dataset) could then be used for further processing with external tools, 
if required. 
Reduction: The reduction of the data flood is done by system-constraints in step 1. There is no further 
reduction or grouping in step 4. 
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3. Discussion of Patterns 

3.1 Documentation of System and User Constraints 

In order to keep the output precise, constraints can be applied to the input data. There are user constraints, 
i.e. the users are asked to specify their queries. And there are system constraints, i.e. certain options are 
hidden from the user, in order to keep things simple.  
The patterns allow a deliberate reduction of the plethora of possibilities. For instance only the most rele-
vant polygon layers are offered to the user. In the rare case, that a specific polygon layer is needed, which 
is not offered, the user can download the data and perform the operations individually.  
The patterns must be transparent and all processing steps must be well documented, so that the users can 
reproduce the results on their own.  

3.2 Thematic and Temporal Structures in Point Data 

The patterns presented here assume that the point data has different attribute values. Even if the user does 
not see all the point data entries, the number of types can still exceed a manageable count. Therefore it is 
important that all kind of structural information about the data types is used in order to reduce the number 
of items that are offered to the user. Particularly taxonomies and generalizations help to reduce the amount 
of data to be processed. 
The attributes of the point data do not only carry semantics which can be used for selection and grouping, 
but there is also temporal information. Either user- and system-constraints can make use of this. Temporal 
restrictions can be added to the thematic constraints using logical AND-operator.  
In case of finding reports of rare plants, temporal information pays a central role: Suppose we find in a 
distribution a hot spot of rare plants around coordinates (x,y). Is it still a hot spot, when we find out, that 
most of the data points were collected in 1910 and only one data item was collected in 2010? Or is it still a 
hot spot of rare plants, when we find out, that the rare plants found in that particular location in 1910 are 
extinct by now?  
The thematic and temporal attributes and their inherent semantics are used for structuring and grouping 
the point data. They play a central role in our pattern based approach. However this kind of information, 
particularly the semantic hierarchies (e.g. taxonomies of species) play often a minor role in standard for-
mats for environmental and geospatial data.  For instance in GML (GML 2007) or CityGML (CityGML 
2008) the thematic, domain specific and semantic aspects are rather weakly represented, as e.g. in Ci-
tyGML where only flat code lists are used. Our approach shows that, particularly the semantic structure of 
the domain specific data should be used to group the results and generate ranked output.  

3.3 Details-on-Demand 

“Simple answers to simple questions” is what the three basic patterns allow. Details-on-demand is not im-
plemented directly, but rather a concept of letting the users choose the output format. There are three out-
put formats:  

1. Output displayed  
2. Extended output (further details about the selected data) 
3. Full download for individual further processing. 
For output formats 1 and 2 the full user- and system-restrictions apply. Output format 3 delivers the 

complete dataset without any restrictions.  
The basic queries implemented with the three patterns allow to get a first overview and yield information 
where to look for further details. Specialists like to process the data according to their own needs. Often 
they cannot describe the processing steps without first looking into the data. In addition the costs for im-
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plementing specialists tasks are disproportionate. This led to the conclusion, that it is best to offer the full 
data sets for download for those who really want to go into the details of the dataset.  

3.4 Preprocessed Results 

The use of the basic patterns with system- and user-constraints on the input data also allows the use of 
preprocessed answers for frequently asked queries. Preprocessed answers need to be regenerated every 
time there is an update in the raw data. However in a datacenter with main focus on archiving this is rather 
rarely the case. Depending on the update frequency the preprocessing has to be performed accordingly. 
The degree of improvement of using preprocessed answers instead of computing them on demand both in 
performance and in overall workload is not clear at the moment.  

4. Examples: Point Data of Species in the Data Centre Nature and Landscape 

The Data Centre Nature and Landscape comprises among other things more than one million finding re-
ports of species such as fauna, flora, fungi, lichen and bryophytes. A comprehensive overview of the DNL 
can be found in Bauer-Messmer et al. (2009). 
There are five datasets of point-data in the DNL project. The faunistic species from the Centre Suisse de 
Cartographie de la Faune (CSCF) holds 409'243 records of finding reports. Many finding reports are in-
dexed with a redlist code. For example there are 676 finding reports of critically endangered species (code 
CR) about 20 different species. And there are 1035 finding reports for endangered species (code EN) for 
13 different species.  
The second data set is about floristic species from the Centre du Réseau Suisse de Floristique (CRSF). It 
holds 579’952 finding reports. There is no information about red list codes. However the structure of the 
latin names, reflecting species and subspecies, can be used to filter and structure the data. For example 
there are 8’144 finding reports for quercus (oak tree), which are about 11 different subspecies of quercus.  
There is further point data (finding reports) of lichen (65’481 data items), of fungi (341’473 data items) 
and bryophytes (125’955).  
In the examples below the point data set of the CRSF is used. The polygon data set was used from the 
Federal Inventory of Landscapes and Natural Monuments of National Importance, which holds 163 ob-
jects. These protected areas are rather large compared to the other biotope objects such as bogs or fens 
which are considerably smaller.  

4.1 Example Inventory-Pattern 

Over 2600 different species are included in the CRSF database, which holds more than half a million data 
items. Thus we cannot offer a list of species to the user and let them choose. We rather have to reduce the 
amount of data by some criteria. In the Inventory-Pattern this is done be choosing a region of particular 
interest. Protected biotopes of national relevance offer ideal clipping areas. For example we are interested 
in the reports of different species in one BLN object, the object no. 1915 (which represents more or less 
the Swiss National Park). Applying this pattern allows us to reduce our inventory to 4’132 records of 388 
different species. This is a reduction to less than one percent of the total amount of data and the number of 
different species is reduced by 85%. Please note, that the BLN objects are rather large protected areas, 
normal biotope objects are much smaller (up to two orders of magnitude smaller) and therefore reduce the 
amount of point data accordingly. The result of this pattern is a list of individual records in a geographic 
area.  
This list can be ordered alphabetically or e.g. by red list codes. So it becomes possible for users to pick out 
the information they look for. The most popular species in the BLN object no. 1915 is the huckleberry 
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(vaccinium vitis-idaea), 111 species have only one finding report. The Inventory Pattern can reduce the 
amount of finding reports and helps focus on the data of interest. 

4.2 Example Localization-Pattern 

With the Localization Pattern all geometric objects containing a given species can be identified. Of course 
very common species do not make sense, because they are found just anywhere. The result of this pattern 
is a map where reported species have been found. In Figure 1 all BLN areas, where larches (larix decidua) 
have been reported, are grey shaded (dark grey). 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
                    
 

 
 
 

 
 

 
 
  

Figure 1: Localization Pattern demonstrated for finding reports of the larch (larix decidua). 
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Figure 2: Distribution Pattern demonstrated as frequency map for finding reports of the larch. 

 

4.3 Example Distribution-Pattern 

In Figure 2 an example for a distribution pattern is shown. The different grey scales of the raster points 
represents the different counts of larch (larix deciduas) reports. The result of this pattern is a map. In this 
way in our example 1681 singular reports of larix deciduas can be transformed into condensed informa-
tion. 

5. Conclusion and Outlook 

We have presented three basic pattern to query large amounts of point data. They focus on complexity re-
duction by using inherent semantics, which can most often be found in attribute values. We presented dif-
ferent analysis patterns dealing with large amount of point data with many different attribute values. The 
patterns are not restricted to our specific DNL-Data but can be applied to all different kind of attributed 
point data.  
An essential characteristic of our data is, that they carry an inherent semantic, which can be used for sim-
plifying the queries and results. Either with user constraints or system constraints.  
We have shown in the example of the Inventory-Pattern, that the amount of point data can be reduced by 
two orders of magnitude, whereas the number of species was reduced by 85%. Considering the fact that 
the BLN polygons, which were used in the example are rather large, even further focusing can be expected 
for smaller areas of interest such as bogs or fens. 
The presented patterns can easily be applied to other applications where users have access to large 
amounts of semantically and/or spatially structured point data.  
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