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Abstract  

This paper describes our implementation of a semantic language for environmental phenomena 

processing in time series. Our contribution consists of the dedicated time series processing 

language Formula3, which can be used in a dynamic environment by expert users and time series 

analysts, and is based on a novel pipe-oriented architecture. In addition to the language 

description, we also present our approaches for key-value-pair time series processing and semantic 

enrichment of time series expressions. The concepts are validated by the implementation of 

Forumla3 as a processing and query language and the time series are visualized in the graphical 

time series editor. We conclude the paper with references to related work and an outlook to future 

extensions for our language. 

1. Introduction 

In current time series processing there is a need for a dedicated language with a novel architecture 

to deal with the enormous amount of time series data. Expert users require a solution which 

provides efficient and fast time series processing together with a modern, service oriented 

architecture which supports dynamic and context-aware functionality for time series analysts and 

expert users from different domains. Therefore, our paper presents such a language together with 

the implementation of a pipe architecture as well as the definition and suggestion of a key-value-

approach and semantic time series concept. 

The rest of the paper is organized as follows. Section 2 describes the system architecture in detail, 

including the building blocks of our software and the pipe-oriented architecture. Section 3 

introduces the Formula3 time series processing language, its implementation, and some examples 

for time series processing expressions, as they are defined in the language’s syntax. The key-value-

pair approach is presented in section 4, where we also illustrate the concept in a table by defining 

which parts are provided by time series, datahandler, and property provider. Our ideas for semantic 

time series processing with the use of Formula3 are introduced in section 5. Here, we describe 

direct and indirect semantic value injection as well as the selection of an algorithm which supports 

data processing in semantic time series. In section 6 we show the results of our work on the 

example of a graphical time series editor. Finally, section 7 and 8 provide an overview about 

related work in the area and an outlook to further work which we plan in order to offer a fully-

fledged implementation of our language covering the consideration of context via semantic 

extensions. 

2. System Architecture 

OpenUwedat is a set of utilities and libraries. They are dedicated to rapidly creating and assembling 

time series applications. The basic concept is to keep a unified view on every possible source and 
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sink of time series data including meta data. For this task building blocks are defined that use a 

small set of unified interfaces to interact with each other. 

The TSAPI core is implemented using JAVA but there are client libraries available for python and 

VBA which allow accessing data from non-JAVA applications. Other client implementations are 

possible. 

2.1. The building blocks 

An object type called “Time Series” is used to exchange measurement data throughout the system. 

Individual measurement data can be addressed by a string (“value key”) and a time stamp. Value 

keys are not predefined or limited by the framework. Measurement data is not limited to numbers. 

Thus it is possible to model arbitrary data models. 

Time Series objects are transient and only used during communication between other building 

blocks. 

The endpoint of such a communication is always a “datapoint”. Datapoints are grouped together by 

logical or physical criteria. Such a group is called a “datahandler”. Typical datahandlers act as 

drivers around physical devices. Other datahandlers act as inline elements in communications and 

are then called “processors”. Note, that data stores like databases are also treated like “devices” 

which leads to a vast independence of data storage brands. This also allows encapsulating legacy 

systems or build “interface adapters” to existing devices. 

Datahandlers and processors are “plugins” and can be injected into the framework by configuration 

files. Thus the framework can be adapted for new applications and needs. 

Communication channels are defined by the application and are called “pipes”. 

Time Series and Datapoints can describe themselves by providing “meta”-information. This allows 

downstream elements to adapt their behaviour depending on the nature of the time series currently 

processed. 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: Pipe Architecture 
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3. Formula3 

One way to define processors in the system is a special implementation which defines a generic 

processor. At runtime this processor is configured by using a time series processing language called 

“Formula3”.  

Formula3 can process data by applying operations to each individual point in time or by building 

aggregates. 

Formula3 itself is implemented in python using a compiler created with PLY
2
. The compiler 

creates an abstract syntax tree which is then interpreted in a second step. Operators which perform 

recurring tasks are thus typically compiled only once. F3 is embedded into the Java core by the use 

of Jython
3
. 

Possible operations include all basic arithmetical operations as well as calls to subroutines. All 

commonly used mathematical routines like exp, sqrt, etc. are available. 

Formula3 operates fully recursively meaning all operations can be nested. 

Additionally Formula3 can be extended by custom made subroutines. 

 

Examples: 

@A << A[i]*3 >> Multiply all values by three. 

@A <<mean( A ]t-15min..t]) >> every 15 

mins 

Calculate the average over the values in 

15minute steps using a Window of 15 minutes 

with its end aligned at the current result’s time 

stamp. 

@A @B << A[i]+B[i] >> Sum up two time series. 

 

4. The Key-Value-Pair Approach 

OpenUwedat has the approach to be agnostic to the application which is currently built. Thus we 

decided not to restrict the framework to any special method of retrieving and creating semantic 

values. Instead we chose a “flat” interface which provides semantic information in form of key-

value pairs (KVP). KVPs can be provided by different means such as fixed dictionaries but also by 

other means. The interface definition does not provide any limitations here. 

Each time series should hold a small set of KVPs. The existence of these KVPs is the basic self-

description of the time series and, therefore strongly recommended. Other KVPs augment the meta 

data and are of relevance for only certain applications. These KVPs are usually injected from the 

outside on a project-by-project manner. 
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4.1. Property Retrieval, The Chain of Command 

A time series can be asked for any semantic property. However, it makes no sense for a time series 

to store every possible property. Thus we implemented a chain-of-command like structure. If a time 

series does not know about a property currently queried, it will ask its origin datapoint. This will, in 

turn, query its datahandler. Data handlers that are specialized to work with one system or device or 

at least a small family of devices usually have intrinsic knowledge about their counterpart. They 

can provide this knowledge as time series properties. The most common use case for this is the 

description of the time series structure. But if the external system provides more semantic 

information, it can be provided as well. 

If a data handler does not know about the property it was asked about it has to ask the system 

property provider. 

System property providers are also modelled in form of a plugin which can be injected. 

System property providers can be chained so that a previous provider can delegate to a subordinate 

one in case it does not want to handle a query. 

We have implemented system property provider which can provide properties as constants, by 

simple conditional list lookups, using SQL queries and by using SPARQL-Queries. Other possible 

implementations depend on the application at hand. 

 

Key Value Source 

Keys “Value”, “Checklevel”, Validity” 

Provided by the Time Series DefaultKey “Value” 

Scalar True 

DeviceType “HORIBA 4711” Provided by the Datahandler 

Class Meteorology 

Provided by the System via Property 

Provider 
Location 14.56/48.37 

NUTS-Code NUTS:AT:122 

Table 1: Example set of KVPs for a time series 

 

5. Semantic time series processing using Formula3 

As Formula3 deals with the time series it has access to their related semantic information. This can 

be used to influence the way Formula3 processes the time series values. 

5.1. Direct Semantic Value Injection 

Often a processing algorithm needs further information about the environment of the measurement 

site. In many cases, this is just a constant value like the height above sea level or some empirical 

correlation factor that varies with the type of station. 

Formula3 allows accessing this kind of value directly and incorporating it into the algorithm. 

e.g. @A << A[i]*$A.HSL >>(assuming the “Height above Sea Level” can be queried by the key 

HSL.) 
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This technique assumes that the semantic value is used similar to a literal. The internal processing 

replaces the semantic value by a constant value during the calculation process for an individual 

time series. 

5.2. Indirect Semantic Value Injection 

In many use cases a related value used in a formula is not a constant but is itself a time series. 

The TSAPI framework allows defining “links” aka “pointers” to other time series to be in the 

semantic context of a time series. This allows to make queries like “give me the air pressure at the 

nearest meteorological station” This can be used within Formula3 to combine related time series. 

E.g. @A << A[i]*$A.AP[i] >> 

 

5.3. Algorithm selection 

In many cases processing details should be hidden from the average user. A typical use case for this 

is a user who knows that he wants to calculate mean values for certain time series but does not 

want to deal with the details. The process of calculating an average is e.g. different for a scalar 

compared to a vector. 

This process is typically done in a subroutine in Formula3: 

E.g. @A <<mean( A ]t-15min..t]) >> every 15 mins 

The subroutine hidden behind the symbol “mean” can change its behavior depending on the 

semantic context of “A”. Thus it is possible to hide the calculating details from the average user. 

 

6. Result presentation 

A collection of client programs exists that allows tapping into the system and inspecting results. 

Beneath querying pure values from the system all tools also accept F3 expressions which allow 

querying modified data. 

The “Graphical Time Series Editor” (GTE) allows inspecting and modifying data interactively in 

several forms of presentation. Besides graphical and tabular presentations it allows to also display 

data in form of geographic maps. 

The GTE evaluates time series properties and offers different interface options to the user 

depending on several property values. 
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Figure 2: Sceenshot of the GTE tool 

 

For users leaning more to the MS Office world an interface exists that connects to VBA. This can 

be used to insert time series into MSWord or MSExcel. 

An encapsulation of gnuplot exists which can be used to script automated diagram creation. 

It is also planned to add an interface that allows querying data in JSON-format which will allow 

easy integration of the result presentation with web browser based tools like D3.js
4
 

7. Related Work 

General concepts in Semantic Time Series Processing have been published by the authors in [1]. In 

[2], [3] and [4] simulation and modeling, community building and filtering of semantically 

enriched time series are described. Contributions for the research fields of ontology mapping and 

reasoning are presented in [5]. [6] describes the whole idea of a community building and tagging 

framework based on semantic time series. 

Further related research field are: Time Series Processing, Semantic Web Technologies, but also 

applied research in Semantic Sensor Web, Crisis and Disaster Management, and Environmental 

Monitoring. 

A current state of the art in time series analysis is provided in [7]. Somewhat related to our 

implementations are existing solutions for numeric computations (e.g. Octave in [8] and MATLAB 

in [9]).  

In the area of Semantic Web there is always much interest for the integration of new data sources 

and services, such as Semantic Web Services which are described in [10]. Furthermore the 

community looks for the application of their technologies in various fields. Social media platforms 

(described in [11] and information retrieval systems [12]) are only two of the many examples. 
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Another relevant field of research from the Semantic Web area is Knowledge Management which 

can be subdivided into Knowledge Representation and Reasoning and is the subject of matter in 

[13].  

Finally, [14] describes the idea of Semantic Sensor Web which is a very interesting application for 

our language. Also decision support systems, as introduced in [15], can be used in crisis and 

disaster management frameworks as well as in environmental monitoring (in [16]). 

8. Conclusion / Summary / Outlook 

We have designed and implemented a language that allows to process time series. We have created 

a simple concept that allows controlling the way this language processes data by using semantic 

information. We have created a concept, how this semantic information can be retrieved in a 

flexible way. 

The approach of letting the algorithms being controlled by semantic values promises to shift the 

focus of the average user. Instead of concentrating on the “how” of the processing task the user can 

more focus on the “what” leaving the fine details of the processing algorithm to the system. This is 

an added value as the user can still write algorithms the “old fashioned way” without using 

semantics. 

The chosen approach for retrieving semantic information definitely has the advantage of its 

universality. There is no a-priori assumption about how a system must work. We can adapt to 

virtually every existing system design. One disadvantage is that currently all semantic queries must 

be predefined at the server. Another disadvantage is that this approach is not ad-hoc compatible 

with standard interfaces which deal with semantic. 

Related work in this field is very rare. Most of the used solutions use general solutions for numeric 

calculation such as the already mentioned GNU Octave and MATLAB. Another language, which is 

frequently used for time series processing tasks, is R. An overview of the language including usage 

for time series processing can be found in [17]. The only similar approach we could find until now, 

is the graphical models toolkit described in [18]. However, the approach is rather outdated and 

concentrates on the field of speech processing and the usage of time series combined with 

techniques of speech recognition. Therefore, the solution could not be used in order to solve our 

specific tasks. 

We have already implemented F3 to work without semantic information. We also have 

implemented the retrieval of semantic information as this is also used elsewhere in the system. The 

next steps will be to implement the use of semantic information within F3. 
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